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ABSTRACT

Meshing remains today the primary impediment to productivity gains for automotive CFD
simulations. This paper describes recent results using an advanced, hex-dominant meshing
technique incorporated in the commercial program HARPOON for the generation of Fluent
meshes. Advantages of the methods employed are detailed, and examples of typical
internal and external automotive flows from industry are shown. Major reductions in mesh
preparation time have been obtained, in some cases reducing meshing effort from several
days to less than one hour. Areas of needed improvement are also briefly described.

1. INTRODUCTION

CFD has made significant strides in recent years, in particular in the areas of solver
efficiency and post-processing. The meshing of complex geometries remains however the
most time-consuming aspect and thus the primary bottleneck to productivity gains. While
volumetric meshing techniques, especially tetrahedral-based, have reached a high-state of
maturity, these generally require as input high-quality triangulated surfaces. Automatic
surface meshing, while also at an advanced state today, relies on “clean”, manifold
(watertight) geometry as input. This rarely being available for complex models in industry
today, existing meshing products have thus focused on separating the steps of surface
meshing from volumetric meshing, utilizing two or more separate steps to “clean-up” CAD
models, generate a watertight surface mesh, then create the volume mesh. Especially CAD
clean-up is a tedious, time consuming step, difficult to automate. It was the objective of the
development work described below to create a new meshing technique to avoid most
geometry clean-up issues while maintaining high quality meshes and high meshing speeds.
The result of this work has been incorporated in the commercial mesh generator
HARPOON, owned by SHARC Ltd. of Manchester, UK.

1.1 Relevant Advances in Fluent Solver Technology

Fluent's solver algorithms have improved steadily in recent years in the areas of flexibility
and robustness. Of particular significance is the code’s ability to handle all four “standard”
cell types: hexahedra, pyramids, prisms and tetrahedral. In addition, meshes containing
non-conformal interfaces with so-called “hanging nodes” are supported. Developments in
the most recent release of Fluent improve the code’s robustness and accuracy for meshes
with locally high-skew values and other non-ideal characteristics, such as high volume and
area aspect ratios. Ongoing work at Fluent, Inc. in the area of arbitrary polyhedral
discretizations will likely lead to further such gains. All of these aspects of Fluent are
important if advanced meshers, which sacrifice some mesh quality for the sake of high
performance and automation, are to be successfully employed in the future.

1.2 Geometry Issues

Parallel to the aforementioned gains in solver technology, the automotive industry has
completed its adoption of 3D CAD technology. Thus, there remains little necessity to include
model-building features for meshers intended for industrial applications. Unfortunately, CAD
models are developed primarily for manufacturing purposes, and typically include details



irrelevant for CFD simulations or omitting key components, such as boundaries to close a
domain. While it appears that CAD designers are beginning to take better account of the
needs of CAE engineers in their work, it is unlikely that CAD models will be delivered “CFD
ready” for some time yet to come. To simplify the clean-up effort, some automotive
companies have developed intermediate tools, converting models from a variety of
proprietary CAD formats to the simple STL (STereo Lithography) format, essentially surface
triangulations, widely accepted by mesh generators. In our work, we use primarily STL and
Nastran BDF (bulk data files) files for geometry input, both well-documented and simple
formats universally used in the CAE community.

2.  METHODS EMPLOYED
2.1 The Cartesian Octree Meshing Technique

The Cartesian octree meshing technique is a simple, but effective means to resolve arbitrary
details of a given geometry, consisting of a set of triangular or quadrilateral facets. A
common approach to discretizing arbitrary bodies in a domain, it relies on a cell-splitting
procedure to create cubic “cut” cells of a given target size on the geometry surface. First,
the geometry is placed inside a large box, initially subdivided into a coarse 3D matrix of
cubes. Cells cut by one or more facets of the geometry are subdivided, typically in an 8:1
ratio. This process is continued until the desired resolution has been achieved, resulting in
the “octree” structure of meshes depicted for the simple example of a mesh through a
sphere shown in figure 1.
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Figure 1: Simple Octree Mesh through a Sphere

Early Octree-based solvers ended with such “stairstep” meshes, using the area and volume
ratios of the cut cells in their solvers to approximate boundary-fitted meshes. Due to the
simple discretizations used, extremely efficient solvers were developed, and indeed are
employed today in some organizations for complex multiphysics simulations. Recent
advances in these codes include dynamic AMR (automatic mesh refinement) techniques to
track complex, time-dependent features, and may use over one billion cells.



2.2 Boundary-Fitting

While accuracy can be obtained using purely Cartesian cut cells, this requires very fine
meshes and significant computing resources. An early approach to combining the simplicity
and speed of Octree meshing methods to the need for boundary-fitted cells involved the
conversion of the cut cubic cells to arbitrary polyhedral cells, the variation from a cube being
defined by the local geometry. A large number of possible boundary-fitted cells were thus
obtained. While formally solving the problem, this method however did not permit the
movement of the underlying nodes of the mesh, leading to large localized variation of
surface cells and significant overhead to keep track of many unique hybrid cell types.

Boundary-fitted meshes are achieved in HARPOON by a two-step approach: First, nodes of
cut cells are moved on to the geometry. Second, the skewness of these modified cells are
computed, using the same metrics as used in Fluent. Finally, if skew levels of these cells are
excessive, the hexahedra are decomposed into non-hex cells, i.e. pyramids, prisms and
tetrahedral, depending on heuristics that have been devised to optimize a number of
localized measures of mesh qualities, including skew, warpage, volume and area ratios and
minimal cell count. Special spatial algorithms and pseudo-integral calculations are used to
perform the cell decomposition with a minimum of computational effort. An example of
boundary-fitted cells on the simple sphere model is shown in figure 2.

N

Figure 2: Cross-Section through Boundary-fitted Mesh around a Sphere

2.3 Surface and Volumetric Mesh Size Control

Typically, experienced engineers know what cell sizes are required on model surfaces and
in the adjoining fluid (or porous or solid) domains to capture needed details or assure
solution accuracy. Thus our method provides the means to specify target cell sizes on any
imported model part. It also allows control over the rate of expansion of cell sizes as one
progresses away from surfaces. So-called “refinement zones” may be specified for further
control of volumetric cell sizes in the domain, for instance in the wake region of a vehicle.
Alternatively, one may use several automatic surface cell size distribution techniques, which



prove useful when a large variation in model detail exists, for instance in underhood thermal
management studies.

2.4 Non-Manifold Surfaces

The techniques used in this work operate on a collection of facets that may or may not
formally describe one or more closed surfaces. If gaps exist on the model surface, these will
only be detected as holes if they are larger than the minimum allowed surface cell size.
Thus, our method provides a natural means to account for flaws in the imported geometry.
Should however the openings in the model be larger than the targeted surface mesh size,
these will be seen as holes and the mesh will “leak” through. Several methods have been
devised to detect and close such holes, both prior to and after meshing.

2.5 Boundary-Layer Cells

For some simulations, for instance external aerodynamics or those involving coupled heat
transfer, it is necessary to provide one or more “boundary-layer” cells on the model surface.
In our methods, such cells are extruded from the model surface after the initial meshing has
been completed. Several iterations of mesh smoothing are necessary to assure satisfactory
quality. Robust boundary layer cell creation represents one of the greatest challenges to
automatic mesh generation, and remains an area of development in our work. The current
capabilities, shown in figure 3, are adequate for most geometries where only a few cells are
required to obtain Y* values typical of 2-equation turbulence models used in Fluent.

Figure 3: Five Boundary-Layer Cells on Mesh around a Sphere

2.6 Part Management

Nearly all CFD models consist of one or more surface parts. Originating in the CAD model,
these parts are typically given names representative of their location in a given assembly or
their function, for instance domain boundaries. Many automotive manufacturers today follow
strict naming conventions for parts and associated geometry files to ease CAE processes.
We have accounted for this in our work by using the names of geometry files or names
embedded in these files in the part tree appearing in Harpoon. There will thus always be a
one-to-one correspondence between input model parts and resulting meshed parts.
Standard part manipulation features have been included, such as splitting, merging,
grouping, renaming, deleting as well as rudimentary part creation, necessary on occasion to
close holes or create boundaries not existing in the input geometry. Volumetric parts, one
per closed volume created during meshing, may also be renamed, merged, or deleted prior



to exporting to Fluent mesh files. Both Tgrid and Gambit mesh file format export options are
provided in Harpoon.

2.7 Mesh Quality Issues

To assure accuracy and robustness (convergence behaviour), high quality surface and
volumetric cells are of the essence. In cooperation with Fluent Inc., we have adopted a
number of mesh metrics to check for quality. These include:

Equiangle Skew for all four volumetric cell types
Tetrahedron equivolume skew

Quadrilateral warpage

Hanging face quadrilateral warpage

Histograms of each are presented to the user, and tools have been provided to further
smooth specific cells or modify corner points by hand to achieve lower skewness values.

2.8 Optimizations for Fluent Meshes

Due to its popularity in the automotive industry, Fluent has been a key target application
during the development of our meshing methods. In addition to adopting the same mesh
metrics, Harpoon permits the import of Gambit-format files and the export of either Tgrid or
Gambit format mesh files. A preference has also been provided to select either single-sided
or double-sided thin wall treatment when baffles (zero-thickness parts) are present in a
model.

2.9 Computational requirements

Due to the inherent efficiencies of the Cartesian Octree methods, we have been able to
achieve modest computational requirements for our mesher. Depending on the complexity
of the imported geometry and number of facets it contains, 150MB-300MB of RAM are
required for each million cells meshed. Typical mesh generate rates are 1-2 million
cells/minute on conventional computers, e.g. Intel P4-based PCs. Automated (batch)
operation is supported.

3. EXAMPLES

To illustrate the capabilities of our meshing methods, examples are shown in the following
paragraphs. Software used was Harpoon 1.4 (meshing), Fluent 6.2 (CFD solver), and
EnSight 8 (post-processing, a commercial product of CEl, Inc.)

3.1 Internal Flow through a Water Pump

The purpose of a recent study performed by DaimlerChrysler was to compare the
performance of Harpoon-based CFD against previous solutions using tetrahedral meshes.
The effect of mesh skew on accuracy and convergence was observed. 14 operating cases
were simulated: 1000-7500rpm at 500rpm increments. Inlet velocities were derived based
on the test mass flow measurements. Pressure rise & flow split between volutes were
solved. Excellent agreement was obtained using a Harpoon mesh, containing approximately
3M cells, at a fraction of the simulation effort required for a full tet mesh. The following was
concluded from this effort:



* The hexa-dominant mesh improves the convergence quality & rate of the model, even
with reduced mesh resolution

¢ Mass conservation residuals dropped by up 90%

Kinetic Energy residuals dropped by up to 20%

« Convergence time was reduced by more than 30% for the initial condition case, up to
80% for the consecutive cases.

Details of the model are shown in figure 4a. A close-up of mesh details is shown in figure
4b. Figures 4c and 4d compare results for Harpoon meshes (blue) against tet mesh results
(magenta). (all data courtesy DaimlerChrysler)

(a) Water Pump Model (b) Mesh Details

(c) Pressure Rise versus RPM (d) Efficiency versus RPM

Figure 4: Internal Flow through a Water Pump

3.2 Detailed Mesh around a Passenger Car

A complete passenger car, the Chrysler PT Cruiser, has been meshed in this case. All
important details are present, including underbody and underhood components. 12M cells
are in the mesh, which required 28 minutes to create (from loading the NASTRAN geometry
file to exporting the Fluent MSH file) on a 16 GB Memory SGI Onyx. About 8 iterations were
required to fine tune the resolution, and the Harpoon native file was instrumental in cutting
this time down by saving the last iteration settings. CFD results are not yet available for this
model. Figure 5a-d show details of the surface mesh. (mesh courtesy DaimlerChrysler)



(a) A-Pillar Region (b) Grill

Figure 5: Detailed Mesh around a Passenger Car

(c) Underhood Region (d) Rear Underbody

Figure 5: Detailed Mesh around a Passenger Car

3.3 External Flow around a Closed-Cabin Sports Car

The geometry consists of the external surfaces including underbody components of the
Jaguar XK8 sports car in the “closed” configuration. The Harpoon mesh contains 2.26M
cells of all four cell types and required 112 seconds to mesh on an AMD Opteron-based PC.
A steady flow simulation was performed on the same computer, requiring 2 hours to
converge. The cell skew histogram is shown in figure 6a. The plot of solution residuals is
shown in figure 6b. Details of the geometry, surface pressure and flow streamlines are
shown in figures 6¢-f. (geometry courtesy Jaguar)

(6a) Cell Skew Histogram (6b) Convergence Plot



(c) Underbody Details (d) Underbody Details

(e) Surface Pressure and Streamlines (f) Underbody Pressure and Streamlines

Figure 6: Steady Flow around a Closed-Cabin Sports Car

3.4 External Flow around an Open-Cabin Sports Car

The geometry consists of the external surfaces including underbody components of the
Jaguar XK8 sports car in the “open” configuration. The Harpoon mesh contains 2.3M cells of
all four cell types and required 90 seconds to mesh on an AMD Opteron-based PC. A
steady flow simulation was performed on the same computer, requiring 2 hours to converge.
The cell skew histogram is shown in figure 7a. The plot of solution residuals is shown in
figure 7b. Details of the geometry, surface pressure and flow streamlines are shown in
figures 7c-f. (geometry courtesy Jaguar)

(a) Cell Skew Histogram (b) Convergence Plot

Figure 7: Steady Flow around a Closed-Cabin Sports Car



(c) Mesh Details (d) Mesh Details

(e) Surface Pressure and Streamlines (f) Surface Pressure and Streamlines

Figure 7: Steady Flow around a Closed-Cabin Sports Car (continued)

4.  CONCLUSIONS

The Cartesian octree method as implemented in our work provides an efficient means to
rapidly generate Fluent meshes around the most complex automotive configurations. In
spite of the constraints created by the underlying Cartesian structure of this method, we
have been able to achieve meshes of excellent quality that are comparable to those
obtained in existing tools requiring far greater user input. Aspects of particular advantage in
our methods are high meshing speed, ability to handle imported geometry of poor quality,
and simplicity.
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